Addendum

This document is an addendum to the book ‘How Computers Work: Processor and Main
Memory' and continues that explanation to cover how the new computer chipswork (My
invention.) These should soon replace microprocessors and memory for general-purpose
computing.



Transistors

In that book, transistors were occasionally mentioned. An n-channel transistor works like
anormally open relay. Below isapicture of an n-channel transistor.
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The n-channel transistor isin the upper left of the picture and consists of two ‘n-doped
connection pads,’ alayer of glass, and alayer of metal. A normally-open relay has four
connections: an input on the left which corresponds to the n-doped connection pad on the
left above, an output on the right which corresponds to the n-doped connection pad on the
right above, an electromagnet connection that controls whether the input and output wires
are connected which corresponds to the ‘layer of conductor (metal)’ in the diagram above,
and a connection from the electromagnet to ground which corresponds to the * strongly p-
doped connection pad’ that is connected to ground in the diagram above.

N-doped silicon has one type of impurity and p-doped silicon has another type of
impurity. Though pure crystaline (The silicon aboveisacrystal.) silicon is an insulator,
adding n or p doping makes it a conductor. However, where n-doped silicon and p-doped
silicon meet, alayer of silicon becomes insulating. To make sure that those junctions of
n-doped and p-doped silicon stay an insulator, the p-doped part is connected to ground
through the strongly p-doped connection pad. (Where strongly p-doped and lightly p-
doped silicon meet thereis NO insulation.)



No electricity can get from the n-doped connection pad on the left to the n-doped
connection pad on the right because, where n-doped silicon meets p-doped silicon, there
isaninsulating layer. No electricity can get from the layer of metal (called the gate) to
anywhere because of the layer of insulation under the layer of metal.

However, when the gate (the ‘layer of conductor (metal)) is connected to power (the top
of the battery (or batteries)), then the gate becomes positively charged compared to the
substrate, which is connected to ground (the bottom of the battery) through the strongly p-
doped connection pad. The gate then attracts el ectrons from the substrate and n-doped
connection pads into the lightly p-doped silicon just under the layer of insulation. This
makes the silicon under the layer of insulation act like it was n-doped and electricity can
flow from one n-doped connection pad to the other just like electricity can flow from left
or right (or right to left) through arelay when the electromagnet is connected to power.

When the gate is connected to ground, electricity can NOT flow under the insulating layer
under the gate. The gate should be connected to power or ground. If the gateis
connected to power and then connected to nothing, it will stay charged for a short while at
least and the transistor will continue to conduct, but after awhile, small leaks of current
may change its value to ground. This can take very roughly amillisecond. Similarly, if
the gate is connected to ground and then connected to nothing, it may change after a short
while.

Asalast comment on n-channel transistors, the n-doped connection pads are often called
the ‘source’ and the ‘drain.” Which is called which depends on what they are connected
to in the circuit.

A p-channél transistor acts like anormally closed relay. A p-channel transistor isjust like
an n-channel transistor except that all ‘p’ doping is replaced by ‘n’ doping and al n
doping isreplaced by p doping. Also, the connection to ground is replaced by a
connection to power. Furthermore, when the gate is connected to power, NO electricity
can flow under the gate, but when the gate is connected to ground, electricity can flow
under the gate.

Obviously, the smaller you can make transistors, the more transistors you can put on a
chip. Chips can only be made so big because pieces of perfect crystal are only so big.
However, there is another reason that there has been so much effort and money expended
to shrink transistors. The smaller one makes transistors the faster a circuit is that is made
with those transistors. That is because atransistor shrunk in its width and length
dimensions by afactor of 10 can carry as much electrical current (charge (electrons) per
second) asitslarger twin! That's becauseit’s easier to push electrons through a shorter
gap under the gate. However, it only takes a much smaller charge to operate the smaller
transistor (or charge wires between the transistors). Therefore, the circuit with the
smaller transistorsis much faster. A circuit with the length and width of transistors (and
wires) shrunk by 10 will have its speed increased by a factor of perhaps 10.

That isall that will be written about transistors (for now, anyway).






Finite State M achine

Recall the * Truth Table Generator’ circuit from the beginning of the ‘Memory’ chapter of
‘How Computers Work’, which is reproduced below.



Truth Table Generator
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The truth table for the circuit above is shown below.
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Now consider the ‘ Increment Circuit’ below. It isthe amost the same as the circuit
above, but has a different truth table.
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The truth table for the ‘ Increment Circuit’ is shown below.

Increment Truth Table
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The following table indicates how we can represent the numbers O through 3 with values
of Al and AO.

Number Representations Table

Al | A0 | Number
0
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Substituting the numbers from the ‘ Number Representation Table’ for the1 and O
patternsin the ‘ Increment Truth Table' above, gives the following table in place of the
Increment Truth Table. Thistable showsthat if you enter the number O, 1, or 2 (asthe
patterns 00, 01, or 10) then the output is 1 greater than the input. If theinput is 3 (pattern
11), then the output is 0. ‘Increment’ means‘add 1’ and that’s what this circuit does
(except that it makes 3 into O instead of 4). Thus, thiscircuit is called an increment
circuit or an incrementer.

Increment Number Truth Table
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Finite State M achine

Counter Circuit

Next, we will consider a counter circuit. This counter circuit is an example of afinite
state machine.

In the circuit below, one can storealin‘LOOP A’ by simply pressing the key of loop A
down. One can clear loop A back to value 0 by lifting up the key of loop A or by
pressing the normally closed clear key, C1.

One can copy thevaluein ‘LATCH 1’ (loop A and loop B) to ‘LATCH 4’ (loop C and
loop D) by temporarily pressing clear key C4 to clear latch 4 and then pressing key E4 to
connect loop A to loop C and connect |oop B to loop D.
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In the circuit below, one can make the dataflow in acircle asindicated by the ova with
arrows. Initially, the datagoesin latch 1. Then one temporarily presses C4 to clear latch
4. Next, E4 istemporarily pressed to copy the datain latch 1 to latch 4. Now the datais
(also) inlatch 4. Next, C1 istemporarily pressed to clear latch 1. Then E1 (not E4) is
temporarily pressed to copy data from latch 4 to latch 1 through the top wires. Now, one
can repeat the process to make the data go around again.
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Below isacounter circuit. This counter circuit isan example of afinite state machine. It
consists of an increment circuit (The increment circuit was shown afew pages back.) in
the middle with latch 1 on the left and latch 4 on the right.

Initially, the number O is put in latch 1. The number Ois represented by D1 =0 and DO =
0. The number O passes through the increment circuit and becomes number 1 at the
output of the increment circuit. Number 1 isrepresented asD1=0and DO =1. Next, C4
istemporarily pressed to clear latch 4. Then E4 is pressed to let the number 1 go into
latch 4. Finally, Cl istemporarily pressed and then E1 is temporarily pressed to copy the
number 1 (D1 = 0 and DO = 1) from latch 4, through the top wires, to latch 1. All of this
has incremented (increased by 1) the value in latch 1 from number O to number 1.

If one now repeats this process by temporarily pressing C4 then E4 then C1 then E1, the
valuein latch 1 will be incremented from number 1 (D1 =0, DO = 1) to number 2 (D1 =
1, DO =0). If werepesat the process again, then the number in latch 1 will be incremented
from number 2 to number 3 (D1 =1, DO =1). Thusthecircuit is counting. It started with
number O in latch 1, then made it number 1, then number 2, then number 3. If one
temporarily presses C4, then E4, then C1, then E1, the number 3 will be ‘incremented’ to
number O (D1 = 0, DO = 0) and the counting will begin again. This circuit can only count
to 3.
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The circuit above is an example of a‘finite state machine.’” A finite state machineisa
latch (like latch 1) followed by acircuit that does some function (like the increment
circuit that does an increment) followed by another latch (like latch 4) that sendsits value
back to the first latch (as through the top wires in the circuit above).

The finite state machine is the circuit that one should usually use when one wants to
update a state over and over again. The state of the finite state machine isthe value in the
latch.

The two diagrams below mean the same thing. The second diagram below just uses a
more compact notation. In the more compact diagram, ablock of logic is represented as a
square, alatch as an L shape, a buffer as an arrow (that points in the direction the data
goes), and abusasaline. Thebusis represented as aline and represents two wires, but
between the blocks of logic it represents four wires.
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The finite state machine is asimple and usually efficient circuit. However, it isnot as
efficient if the function being done is complex. In the example above, the increment
circuit was simple and consisted of two parts, an address decoder part on the left and a
table on the right. But suppose a much more complicated function than increment was
being done. Then there might be aleft part of the circuit that took some time to calculate
because (likein adelay line as we saw when considering a clock) the inputs to the circuit
might have to power relays that have to power relays that have to power relays, etc.
Because each relay takes time to change from open to closed or from closed to open, it
might take some time before the first part of the calculation was done. Similarly, the
second part of the calculation could take some time to do its part of the calculation after
thefirst part of the calculation was complete. The reason that thisisinefficient isthat the
second part of the circuit is doing nothing useful until the first part of the calculation is
complete. Similarly, the first part of the circuit is doing no new useful calculation while
the second part of the circuit is completing the calculation. The solutionisto usea
pipelined finite state machine.

The circuit below is an example of a pipelined finite state machine. All that has been
added to the circuit islatch 2 and latch 3 (along with the usual enable keys E2 and E3 that
power the enable relays right before the latches). The object of the extralatches (the
pipelining) isto allow usto process two numbers at once. While one number is going
through the first part of the increment circuit (‘incrementer’) from latch 1 to latch 2, the
other ‘number’ is going through the second part of the increment circuit, from latch 3 to
latch 4.

To see how thisworks, put the number O (D1 =0 and DO = 0) into latch 1 while leaving
the rest of the latches empty (all 0's). Next, clock the state from latch 1 to latch 2 by
temporarily pressing key C2, then key E2. Next, clock the state from latch 2 to latch 3 by
temporarily pressing key C3, then key E3. Next, put the number 2 (D1 =1, DO = 0) (for
example) inlatch 1. Now we have two states in the machine. Thefirst stateisthe
decoded value in latch 3, while the second state (the number 2) isin latch 1. Now,
simultaneously temporarily press C2 and C4 to clear latch 2 and latch 4. Next,
simultaneously temporarily press E2 and E4 to clock the processed vaue in latch 1 into
latch 2 and the processed value in latch 3 into latch 4. Thereisnow astatein latch 2 and
another statein latch 4. Thevaluein latch 4 isthe number 1 which has been incremented
from the number 0. The valuein latch 3 isthe decoded number 2 that wasin latch 1.
Next, simultaneously and temporarily press C1 and C3, then E1 and ES3.

To keep both of these states going around and around and being updated to the next
number with each trip around the circuit, keep pressing the keys in this order, C2 and C4,
then E2 and E4, then C1 and C3, then E1 and E3. The point of pipelining istoisto alow
one increment circuit to process two numbers at atime instead of just one number as can
be done without pipelining. Another way to look at what pipelining doesisit allows
more of the circuitry to be usefully processing data at any given time. In the case of the
simple counter, the simple increment circuit was so ssmple that pipelining wasn't really
practical but for a more complex operation than increment it could lead to more
efficiency.
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The following diagram is a more brief representation (that means the same thing) of the

diagram above.






If the logic were more complex, it could also be broken up into three parts instead of two
parts (‘First Part of Logic’ and ‘ Second Part of Logic.” Thefirst third of logic could then
go wherethe ‘First Part of Logic’ isin the diagram above. The second third of logic
could go between latch 2 and buffer 3. The third third of logic could go where the
‘Second Part of Logic’ isin the diagram above. In fact, for avery complex block of logic
to be broken up into seven parts, there could be eight buffers and eight latches.



Pros and Con of the Von Neumann
Architecture

The overall design of the computer that is explained in the book is called the ‘Von
Neumann architecture’ after aman involved in its creation who wrote about it. The
overall design (architecture) consists of a memory and processor with an address bus and
data bus connecting all the latchesin memory and registersin the processor. It also hasa
logic unit in the processor that manipul ates data from the memory before the dataiis
returned to memory. A clock controlsthe whole thing. Instructionsin memory determine
what happens in each set of clock cycles: where in memory datais gotten from, how it is
processed, and where the results are stored in memory.

The Von Neumann architecture has been wildly popular and isused in all personal
computers because it is very suited to complex tasks. What it does can be changed by
changing the data stored in it (the program). Furthermore, it isrelatively very easy to
determine how to changeit. Thatis, it isrelatively very easy to program. The fourth
advantage of the Von Neumann Architectureisthat it is very efficient with respect to the
amount of wire needed for a particular application. The recurring cost of achipis
proportional to the area of the chip. (Theinitial cost of the (first) chip isits design cost.)
The area of achip is mainly determined by the area taken up by wires (as opposed to the
areataken up by transistors).

For example, consider a competing design that uses ROM’ s (the read only memories
described in the ‘Memory’ chapter of the book). Each ROM would do a calculation on
some input data and send the output (result) to some of the inputs of another ROM or
ROM'’sfor further processing. Thiswould require many long wires connecting the
various ROM’s. To simulate this circuit on the computer described in the book, alookup
table would replace each ROM and each group of wires running from the output of one
ROM to the input of another ROM would be replaced by an instruction moving data from
one latch to another latch. An instruction takes up afixed amount of room — the amount
of room taken up by the latches that hold the instruction. This can be much less than the
amount of room taken up by the wires that they are ‘simulating.’

Of course, the ROM’ s could not be (easily) changed (unless replaced by regular
memories) and the wires could not be (easily) changed, but the tables and instructionsin
the Von Neumann computer are easily changed. Also, programming the Von Neumann
computer would be much easier than designing the ROM circuit. 1t's much easier to
write an instruction saying ‘ move data from this address to that address’ than it is to route
agroup of wires. Whole books are written on how to route wires without taking up too
much area on a chip.

With all these wonderful advantages, why don’t circuit designers always use the Von
Neumann architecture for every complex circuit and why should one look for any
improvement? The reason is that there is one very serious problem with the Von



Neumann architecture. The Von Neumann architecture isinherently slow. In many
applications, speed is unimportant and the Von Neumann architectureiscalled for. A
personal computer can do a billion instructions per second and, often, that is enough.
Sometimes it’s not nearly enough. Those applications must simply be abandoned as
impossible or some other solution must be chosen or found.

The reason the Von Neumann architecture is inherently slow isthat it suffers from what is
called the “*VVon Neumann bottleneck.” Consider again the circuit made of interconnected
ROM’s. The Von Neumann computer could simulate it by simulating each group of
wires. However, it simulates only one group of wires with each instruction. If there are
many groups of wiresin the ROM design, it takes the Von Neumann computer many
instructions and so much time to do the same calculation.

If the ROM design is pipelined (latches are added so that more than one set of data can be
processed at once), then the ROM design is using itstransistors efficiently. That is, the
transistors are processing new data much of thetime. (It’s not afinite state machine
unless you want to feed the output of the ROM design back to its input with a set of
wires.) However, the Von Neumann computer is not using alarge fraction of its
transistorsto process data. A 32-bit computer as described in the book could, like many
32-bit personal computers, have billions of transistors, but only avery small fraction,
usually perhaps afew hundred, would be processing data. The great strength of the Von
Neumann architecture isits data bus that can take data from anywhere to anywhere. The
Von Neumann bottleneck is also the data bus. Much data needs to be moved, but it must
be moved afew bits at atime over the databus. Some pipelining can be added to the
Von Neumann computer to make it able to work on afew instructions at once, but it's
difficult to make it work or make it help much.

Consider aVVon Neumann computer searching its memory for a pattern of bits (a
commonly desired operation). Each few instructions might compare 32 (or 64) bitsto 32
(or 64) other bits. But, of the billions of transistors in the computer, only afew hundred
are actually processing data. Before, we said that a finite state machine could be
inefficient without pipelining because only afraction of the transistors were actually
processing data at any given time. The Von Neumann architecture can be far worse by
utilizing less than amillionth of itstransistors on data at atime.

This addendum is about a design (architecture) that maintains al of the advantages of the
Von Neumann architecture while using the transistors efficiently on data to provide
massive processing power / great speed by allowing utilization of alarge fraction of its
transistors on data at atime. It isclear that one could put abillion gates on some chips
and do abillion operations per second with each gate (if we could get data to and from
them) and that we could therefore do a billion billion (1,000,000,000,000,000,000) simple
(gate) operations ON DATA per second (asimilar cost personal computer could perhaps
a hundred billion (100,000,000,000) (one ten millionth as many) if doing comparisons).
However, how could we achieve nearly the 1,000,000,000,000,000,000 simple (gate)
operations per second while getting the data to where it needs to be and while maintaining
the suitability for complex calculations, the easy programmability, and nearly the
compactness of the Von Neumann architecture? The rest of this addendum will answer



that question. Before looking at the solution, however, some of the things that have
aready been tried will be mentioned.

Two main things that have been tried to improve the speed and efficiency of the Von
Neumann architecture are pipelining and powerful and complex instructions. Pipelining
allows a computer to work on afew instructions at atime. One thing that limits the
effectiveness of pipelining and adds to the complexity of implementing pipelining is the
fact that, often, succeeding instructions require the results of immediately instructions
before the preceding instructions are completed. Pipelining has the potential to speed a
computer by afew times.

Implementing powerful and complex instructions has been more effective at speeding the
Von Neumann architecture. For example, a modern microprocessor may have a complex
circuit that does a high precision floating point multiply operation very quickly. This
operation takes a high precision (many digit) number in scientific notation, like 1.379265
X 10723, and multipliesit by another such number, like 3.479213 X 1012, and produces
ahigh precision number in scientific notation as aresult. The sub-circuit that does this
calculation does not use the Von Neumann architecture and so can be made very fast and
efficient. However, because this sub-circuit does not use the Von-Neumann architecture,
it does not have the advantages, like reprogrammability, which the Von-Neumann
architecture provides. For that reason, if the program (application) that the computersis
running does not often require that operation, then al that chip areais (mostly) wasted. If
a computer without this circuit was running an application that spent 10% of it'stime
doing such multiplies had this sub-circuit added, then the computer would speed up by
about 11% (even if the high precision floating point multiply operation was speeded up
by 100 times). However, if the computer was spending 90% of its time doing a certain
group of operations, like high precision floating point arithmetic, then making all of those
operations very fast would speed the computer up by about 10 times.

In spite of pipelining and complex specialized sub-circuits, computers have tended to
become increasingly inefficient as the number of available transistors has increased. For
example, as the number of transistorsin acomputer has gone from 250,000 to
2,500,000,000 (mainly in memory), the number of transistors actually usefully processing
dataat any given time on the average has gone up by a much smaller factor, say from 100
to 2000, to take a somewhat educated guess. This does not mean that processing speed
has gone up by only afactor of 20 mainly because transistors have become, say, a
thousand times as fast as circuit dimensions have shrunk, but it does mean that computers
have become much less efficient, that is, that a smaller fraction of transistors are actually
processing data at any given time.



Par allel Processors

It would seem that the way to get back to the efficiency of the 250,000-transistor
computer isto have the 2,500,000,000-transistor computer composed of 10,000
computers of 250,000 transistors each. A computer (or processor) consisting of multiple
smaller computers (or processors) working in paralel (at the sametime) iscalled a
parallel computer (or processor). Thiswould work, of course, but today we want
computers to do much more complex things that require much longer programs and so
much more memory, not to do a simple task 10,000 times as often (as fast) on
independent data (separate data in each processor).

The next step toward a solution is to somehow allow the 10,000 sub-computers to
communicate with each other so that they can work together on large, complex tasks with
each smaller computer (processor and memory) doing part of alarge, complex task.
Perhaps the simplest way to enable computer A to send data to computer B is to connect
outputs of computer A to inputs of computer B. Inputs and outputs were explained in the
last, ‘Miscellaneous,” chapter of the book. The diagram from that chapter is reproduced
below.

The diagram bel ow shows the outputs of computer A connected to the inputs of computer
B. The memory latches are not drawn in the diagram below, but are part of the blocks
labeled * Computer A’ and ‘ Computer B’



The words ‘processor’ and ‘computer’ are often used interchangeably. That is, a
computer (processor and memory) is often called a processor, especidly if it is part of a
larger computer.



This allows computer A to send datato computer B. Computer A simply puts datain



computer A’s output latch. Then computer B can copy data from computer B’ s input
latch to any other latch in computer B for processing. Therefore, computer A can send
datato computer B for processing. However, to allow computer B to send the results of
computer B’ s calculation back to computer A, the outputs of computer B would have to
be connected to the inputs of computer A. (Those wires are not shown.) Thus, computer
B can help computer A with calculations. To save circuitry and provide synchronization,
computer A and computer B can use the same clock. Computer A would aso haveto
send computer B asignal, by setting a bit that computer B could read to indicate to
computer B that data was ready for computer B to work on. Similarly, computer B would
have to set a bit for computer A to read so that computer A would know when computer
B was done and computer A could read the results.

The diagram above can be indicated more briefly as below. The diagram below means
the same thing as the diagram above, but with less detail shown.



This method, connecting inputs and outputs, of connecting computers so that they can
communicate is common enough, but is not sufficient for a high performance, general
purpose, paralel computer mainly because it makes programming much more difficult
than for a single Von Neumann architecture computer. Not only does that programmer
have to write the program as for the Von Neumann architecture, but the programmer must
also determine what part of the program goes in what processor and just how the
communication is done and extra code must be written for that. It also can mean alot of
chip areataken up if there are many inputs and outputs connected, especially if there are
many interconnected processors.

Another method that has been tried for allowing processors to communicate with each
other is called ‘shared memory.” In this case, computer A and computer B each have
some (the same) latches missing from memory. One copy of these latches (the shared
memory) is separate and can be connected to either computer.

The diagram below shows computer A and computer B connected to some shared
memory. The shared memory is made up of latch 1100 and latch 1101. When the control
bit is 0, then the shared memory is connected to computer A through the closed,
‘normally closed connecting relays’ and the shared memory is not connected to computer
B because the ‘ normally open connecting relays’ are open. When the control bit is 1, then
the shared memory is connected to computer B through the closed, ‘ normally open
connecting relays and the shared memory is not connected to computer A because the
‘normally closed connecting relays’ are open. Thus, computer A can store thevalue O in
the control bit and put some data for computer B to work on in the shared memory. Then
computer A can store the value 1 in the control bit so that computer B can use the shared
memory and work on the data. Then computer A can take control of the shared memory
again and access computer B’ s results.

Computer B will read 0 values when it tries to read from the shared memory when
computer B is not connected to the shared memory. (It may not be immediately clear why
but it will not read 1'sin that case.) Therefore, if computer A storesa‘1’ in the shared
memory and computer B keeps checking (thisis called ‘polling’) for that ‘1,” then
computer B will know when the input data (for computer B) in shared memory is ready
for processing by computer B. An output bit of computer B should be connected, as
before, to an input bit of computer A so that computer B can signal computer A when
computer B is done, but thisis not shown in the diagram below.



Another kind of shared memory allows both computer A and computer B to access the



memory simultaneoudly. In thistype of shared memory, computer A can write to and
read from the shared memory, but computer B can only read from the shared memory.
Below are two (four-bit) latches of this type of memory. Thewireslabeled ‘A’ are
connected to computer A while the wireslabeled ‘B’ are connected to computer B. The
busses of the shared memory below are connected directly to the busses of computer A
and computer B without any ‘connecting relays.” Thiskind of memory is called * multi-
port shared memory’ or just multi-port memory.

To alow computer B to send datato computer A, there should be additional shared
memory that computer B can write to and read from while computer A can only read
fromit. ‘P ispower and is the same power supply (the top of the same battery) for both
computer A and computer B. Notice that thisis very closely related to connecting outputs
of computer A to inputs of computer B.

So far, only two computers have been shown connected. However, there have been many
paralel designs with more that two computers (where a computer is a processor and
memory). There have been so many of these designs that they have been categorized in
various ways.



Types of Parallel Processors

One way that these designs have been categorized is by ‘topology.” Topology indicates
the overall connection scheme. One example of atopology is the ‘hub and spoke’ or
‘star’ topology. An example of ‘hub and spoke’ or star topology has computer A using
computer B1, computer B2, computer B3, and computer B4 as sub processors. Computer
A is connected to computers B1, B2, B3, and B4, but the ‘B’ computers are not connected
to each other as shown in the diagram below.

Closely related to the *hub and spoke’ or ‘star’ topology isthe ‘tree’ topology sketched
below. If there are two sub computers connected to the computer above them asin the
diagram below, it'scalled a‘binary tree’



Inthe ‘grid’ topology, the computers are connected in a grid as below, where the
computers are labeled with a“C.” Usually, in grid topology parallel computers, no
computer isinnately the boss.

The grid topology is often used with specialized computers (as opposed to flexible,
genera purpose computers) that solve some problem that naturally maps onto agrid. A
two-dimensional grid with each computer hooked to four others (except on the edges) is
shown. Three-dimensional computers, with each processor hooked to six others can be
used for three-dimensional simulations of three-dimensional physical systems.



Closely related to the grid topology is the “ hypercube’ topology. Below we see a‘two-
dimensional square (with computers at the corners), a ‘three-dimensional’ cube (made of
connected sgquares), and a four-dimensional ‘hypercube’ (made of connected cubes).



The last topology considered hereisthe ‘ring’ topology shown below.

One might wonder what kind of problem that the ring topology would suit, but | believe
that it’s been tried for a reasonably general-purpose design. To make it more practical,
the bus is broken up with buffers and latches asin the diagram below. If computer CO
wants to send data to computer C3, it puts the data on the interconnecting bus along with
some bits that indicate computer C3 and address bits indicating where to store the datain
C3. Then the data, the bits that indicate computer C3, and the address bits travel from
latch to latch around on the bus to computer C3. More than one such packet can be
traveling around at once. This might be called a‘token ring’ computer.



So far, paralel computers can be classified by communication method and topol ogy.
Communication methods discussed have been /O (input / output), regular shared
memory, and multi-port shared memory. Parallel computer topologies discussed have
been ‘hub and spoke’ or star, tree (including binary tree), grid, and hypercube.

Another way to categorize parallel computersisby ‘grain size” A ‘finegrain’ parallel
computer has many small, simple sub computers (often called processors even though
each processor hasits own memory). A coarse grain parallel computer has fewer large
complex ‘processors (actually sub computers). Of course, amedium grain parallel
processor isin between. Because fine grain parallel processors have cheap processors,
they usually have many processors. Computers with many processors are often called
‘massively pardlé.’

Another way to categorize parallel computersis SIMD or MIMD. MIMD stands for



‘Multiple Instruction, Multiple Data.” The parallel computers (with ‘computer A’ and
‘computer B’) that we have considered so far are MIMD parallel processors. Each
processor can do adifferent instruction (multiple instruction) on different data (multiple
data).

Some parallel computers are SIMD (Single Instruction, Multiple Data). In SIMD
computers, each processor has only the ALU (arithmetic logic unit) and related registers
and memory for data (but not instructions). A single complete master processor with
memory for instructions controls all the rest of the processors so that all processors
execute the same instructions on data at the same addresses of their own memories.

Another way that parallel computers are categorized is by ‘ distributed memory’ and
‘shared memory.” Distributed memory computers have some memory assigned to each
processor. Shared memory computers have blocks of memory that can be connected to
various processors. Aswe have seen, it is common to have both distributed memory and
shared memory in aparalel computer.

| have said that the Von Neumann architecture has so far triumphed in personal
computersin particular and in general purpose computersin general. However, even
personal computers use pipelining to some degree, akind of parallel processing, and can
also have at least one more processor to handle graphics.

However, adistinction should be made between parallel processing and multi-processing.
A single Von Neumann processor without pipelining can still work on more than one
program ‘at atime' by working on the first program for awhile, then working on a
second program instead, then working on the first program for awhile, and continuing to
switch back and forth so that both programs run effectively simultaneously. That is
called multi processing, | believe, to distinguish it from parallel processing where each
program runs on a separate processor.

As an example of aparallel processor design, suppose that one wanted to design a special
purpose parallel processor so simulate airflow or water flow around an aircraft or
submarine. Suppose further that, in the model that one was using, the behavior of each
air or water element depended only on its neighbors in areasonably simple way and that
all elements behaved similarly. Then one might choose a three-dimensiona grid
topology because the cells depend on their three-dimensional neighbors. Because the
cells depend reasonably simply on their neighbors, one might choose input/output
communication and, because all cells behave similarly, one might choose SIMD (single
instruction, multiple data).

Specia purpose designs (should) always perform better at the task they were designed for
(usually much better) than genera -purpose designs. However, designing a special
purpose system can cost alot of money, so general purpose designs are still the most
common design for the complex problems computers handle. An example of a specid
purpose design (that may or may not be based on the Von Neumann architecture (I don’t
know.)) is the graphics coprocessor found in most computers today. Itsmain useisfor
(graphic) games, but graphics operations are so common that it pays to make a processor



specialized for handling them because of the performance gain. (Also, that application is
so common that design costs can be spread out over many units and a specialized design
makes sense.)

It is reasonable to wonder why parallel computers haven't replaced Von Neumann (serial)
processors so far. Paralel processors offer much more computing power (for the same
cost) and fine grain parallel processors offer very much more. It’s because parallel
processors (especially fine grain parallel processors) are much more difficult to program
because the program must be broken up between the processors and there is the related
problem that communication between processors is difficult.



The Solution

That is enough background. The solution design will now be presented.

The new paralel processor is composed of thousands of processors of about 250,000
transistors each. This qualifies as massively parallel and medium grain size. Each
processor is afinite state machine, alatch followed by logic (including memory) followed
by alatch that connects to the first latch as described earlier and as in the diagram below
and as explained earlier.

In the diagram (processor) above, latch 1 isalarge latch that holds 517 bits. Each
processor (which includes memory) simulates a microprocessor and memory. Latch 1
holds al the values that would be stored in the registers (latches) in the simulated
processor. One bit (the ‘valid state bit’) in latch 1 indicates whether the state (register
values) of asimulated microprocessor is stored in latch 1. When the ‘valid state bit’ is
‘1, then the bit indicates that the state (register values) of a simulated microprocessor are
stored in the latch.

When the state (data) (register values of a simulated microprocessor) is clocked from
latch 1, through the block of ‘logic and memory,’ to latch 8, the state is updated. The
new state in latch 8 isthe state in latch 1 updated by oneinstruction. That is, the state
(register values of a simulated microprocessor) has been updated just like the register
values in the simulated microprocessor would have been by an instruction. Thus, every
time the state goes around the finite state machine, an instruction is carried out
(ssmulated).



In the Von Neumann computer described in the book, an instruction does 4 things. It (1)
reads ‘from data’ into aregister, (2) reads ‘to data’ into another register, (3) stores the
result into memory, and (4) ‘jumps’ to anew instruction (stores the address of the next
instruction in latch 0000). In most microprocessors, this would take four instructions and
step ‘(4) would move the address of the next instruction to be executed to aregister (the
program counter register). Thus, most instructions just change register values, though
many write datato memory. Thus, when simulating a microprocessor (all the time), the
finite state machine will usually just update the state, but will sometimes copy datafrom
the state (a‘register’ in the state) to memory.

Instead of using a plain finite state machine (with memory that can be written to), a
pipelined finite state machine (with memory that can be written to) isused. The pipelined
finite state machine has eight latches and the logic is broken up into 7 blocks asin the
diagram below. The memory’s address decoder may be in one of those blocks, and the
memory’ s datain another one of those blocks.

The pipelined finite state machine above has 8 latches and so can efficiently simulate four
(smple) microprocessors. For example, the state (register values) of one microprocessor
can beinlatch 1, the state of another microprocessor can be in latch 3, another state can
beinlatch 5, and another state in latch 7. The four empty latches (2, 4, 6, and 8) provide
somewhere for the states to advance to during the next clock cycle. Timingisvery
simplein thisdesign. Logic detects when alatch with avalid state bit of 1 isfollowed by
alatch with avalid state bit of 0 and then clocks the data forward, through logic, from the
first latch to the second.

The state has 517 bits. 512 bits contain instruction registers and other general purpose
registers. 1 bitisthevalid state bit. The remaining 4 bits indicate which of the 32-bit
registers (There are sixteen 32 bit registersin 512 bits.) holds the instruction to be
executed next.

One starts with a single state in the processor, but an instruction can instruct the state to
split into two states. Circuitry to allow thisis sketched below. When a state doing a split
(or *create child state’) instruction goes from latch 6 to latch 7A, then it is also moved
from latch 6 to latch 7B. However, the ‘ create child state’ instruction will also indicate
different program counter bits (the four special bitsin the state that say which 32 bitsin
the 512 main bits of the state is the instruction) for the state in latch 7B so that latch 7B
does adifferent instruction next than the state in latch 7A. An 